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Executive Summary

Databases such as SQL Server form the circulatory system of most organizations, delivering both sustaining transaction-
based customer revenue and internal business information that drives insights and innovations. Because of their key role 
in IT infrastructure, much can be gained by virtualizing and consolidating these database servers, including reducing 
costs, improving resilience and simplifying management.

The high latencies and complexity of hybrid and hard drive storage arrays can make it very difficult to get good 
performance from these business-critical SQL Server databases. With real-world workloads from virtual database servers, 
I/O processes that might otherwise have been relatively sequential become an unpredictable blend of random I/O. This 
can spike the read/write activity of hard disk heads, increase latency and drive down database responsiveness. This I/O 
randomization is not specific to SQL Server and can occur with all virtualization and database platforms. 

The usual method of addressing these issues is to over-allocate storage capacity, greatly inflating both purchase and 
operating costs. A better alternative is to eliminate rotating disks and move to All-Flash Arrays. With most All-Flash 
Arrays, this approach can succeed technically, but be too costly to be practical with large database servers. 

To address this, Kaminario’s K2 array combines a very low price per GB with consistently low latency and high IOPS and 
throughput, making databases on All Flash Arrays economical. K2 provides the reliability, availability and scalability 
needed to virtualize and cluster mission-critical SQL Server database servers.

This report covers a set of performance tests that quantify the benefits of Kaminario’s K2 All-Flash Array storage for 
Microsoft SQL Server, running as virtualized servers on VMware’s vSphere 5.5. The test results show the K2’s ability to 
support a range of workloads and environments with no degradation in performance or efficiency: 

• Online Transaction Processing (OLTP) Queries – Tests simulating transaction queries showed K2 delivering an 
average of 125,000 IOPS with peaks of 135,000 IOPS, throughput averaged at 1,400 MB/s and peaked at over 2,500 
MB/s while latency remained below 0.5 ms. 

• TPC-C Transactions – Throughput during the HammerDB TPC-C-based transaction tests ranged from 800 MB/s 
to peaks over 1200 MB/s while latency was consistently under 0.8 ms. The average transaction rate was 2.3 million 
transactions per minute, peaking at around 2,570,000 transactions per minute. IOPS averaged at 44,000 and peaked 
at over 51,000 IOPS. 

• Online Analytical Processing (OLAP) – K2 supported insertions at an average rate of 7.6 million rows in 10 seconds, 
with throughput of 780 MB/s and 43,000 IOPS, while latency was under 0.8 ms and often as low as 0.6-0.7 ms. 

• Mixed OLTP and OLAP Workloads – To demonstrate its ability to support the blended I/O stream of concurrent 
database workloads, OLTP and OLAP workloads were run simultaneously. K2 ran both workloads, with IOPS and 
throughput equal to the sum of the results of the individual tests. 
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• Data Reduction via K2 Compression – K2’s native compression provided a savings of two-thirds in capacity that was 
only matched by SQL Server’s Page compression, achieving that with no decrease in throughput and no extra load 
on the host server CPUs. 

• RDM vs. VMFS Performance – Tests comparing the performance and the system behavior for these two VMware disk 
access options found that they were equivalent for both OLAP and OLTP workloads. 

• Scale-Out Testing – When host server and K2 array resources were scaled out by a factor of two, OLTP and OLAP 
testing showed that the throughput increased by 1.7 times and the amount of IOPS doubled. 

These performance tests quantified the ability of Kaminario’s K2 All-Flash Arrays to support virtualized SQL Server 
database servers under real-world workloads that would overwhelm other legacy and hybrid storage arrays.

 
Introduction to Kaminario K2

Founded by storage experts, Kaminario is releasing its fifth-generation product with a design that is years ahead of other 
storage vendors. The new K2 enterprise-class All-Flash Array continues to leverage Kaminario’s Scalable Performance 
and Resilience Architecture (SPEAR™) technologies. This ensures both data availability and a consistent level of high 
throughput, IOPS and low latencies needed to support the demanding blend of storage I/O generated by business-
critical systems like virtualized SQL Server databases.

Figure 1: K2 Architecture Diagram
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K2 has the only flash array architecture that lets you scale up, scale out or both. You can scale performance or capacity 
without impacting latency, with zero hot spots and no system tuning required. Each K-Block includes two K-Nodes 
(storage controllers), up to three shelves of 24 SSDs (scale-up), and either Fibre Channel or iSCSI host connectivity. 
K-Blocks can be added (scale-out) as shown in Figure 1 on the previous page.

Key attributes of Kaminario’s new fifth-generation K2 All-Flash Array are:

• Low Deployment and Operating Costs – K2’s CAPEX and OPEX costs can be two-thirds of legacy or hybrid storage 
arrays. Optional Capacity-on-Demand pricing directly matches your investment to storage requirements.

• No Single Point of Failure – A shared-nothing architecture and automated recovery ensure the array can keep 
running at peak performance even with hardware failures of two concurrent failures per SSD shelf and three SSD 
failures overall per shelf. 

• Consistent High Performance – Intelligent hardware and software ensure the array delivers low latency even under 
peak workloads. 

• Non-Disruptive Everything – Software or hardware upgrades and expansion of the array are performed with no 
downtime and require no manual tuning. 

• Simple Deployment and Management – No disk groups to plan, configure or manage; everything is managed via a 
simple browser-based GUI. VMware integration simplifies management of K2 arrays as part of your virtualized server 
infrastructure, with a vCenter plugin and support for the VMware VAAI hardware offload/acceleration API. 

• High-Efficiency RAID – K2’s dual-protected K-RAID™ is highly efficient with 87.5% of the physical capacity available 
for data storage and consistent high performance even during rebuilds.

• Effective Data Reduction – Global selective inline deduplication, native inline compression and thin provisioning provide 
savings of up to 70-90% without impacting host servers.

• Native Data Reduction – K2’s native inline compression provides the ability to save more than two-thirds of database 
capacity, matching the best-case SQL Server compression without any extra overhead on the host servers.

More information on the features and cost effectiveness of the fifth generation of Kaminario’s K2 All-Flash Arrays can 
be found on the Kaminario website.
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Performance Tests for SQL Server 

To quantify the ability of Kaminario’s K2 array to support VMware-based SQL Server database servers, a set of performance 
tests were run on identically configured server and storage hardware. Details of the hardware and software configurations 
used in the tests can be found in the appendix at the end of this report. Test results were captured by saving timed 
screenshot images of the K2 GUI using the Monitor and Analysis sections of the Performance tab, to show IOPS, latency 
and throughput over the test period. In most tests, the K2 array was not the limiting factor in SQL Server performance, with 
throughput being limited by the server hardware as well as by the database and virtualization software.

OLTP Query Performance

Challenge: Online Transaction Processing (OLTP) is the bread and butter of most businesses. Transactions can be 
generated either internally, such as form orders entered or processed by sales and fulfillment staff, or externally, such 
as customers placing orders on a website or from external exchanges like an airline reservation system. OLTP typically 
involves a large number of small random reads and a smaller number of writes from numerous users across a broad 
portion of the database’s tables.

The initial OLTP test process simulated the rapid and random I/O due to SELECT reads of multiple primary keys. This mix 
of database reads is typical of transaction-oriented applications found in banking, airlines, logistics and other industries. 
The OLTP test queries were executed on a 100 Million row table from multiple sources to simulate a large group of users 
working concurrently in a shared database, which was stored in a VMFS virtual disk. 

 Figure 2: K2 GUI during OLTP Query Testing 

Results: The test process performed 100% random read IOPS consisting of 70% 8KB and 30% 64KB blocks. The average 
of measured IOPS during the test was around 125,000 with intermittent peaks of over 135,000. The throughput during 
the test was around 1,400 MB/s with peaks of over 2,500 MB/s. Latency remained consistent at under 0.5 ms throughout 
the test. Figure 2 on the previous page shows these results in the K2 GUI during the OLTP query test.
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OLTP Transaction Performance

Challenge: As part of the testing, we also simulated an OLTP workload that included complete transactions with a mix of 
reads and writes. For this test, an open source database load testing and benchmarking tool called HammerDB was used. 
HammerDB works with a variety of databases including SQL Server and includes complete, built-in workloads based 
on industry-standard OLTP benchmarks such as TPC-C, defined by the Transaction Processing Council in 1992. More 
information on HammerDB can be found at hammerora.sourceforge.net.

TPC-C includes a mix of five different types of concurrent transactions including entering/delivering orders, recording 
payments, checking order status and monitoring stock levels, all run against nine types of database tables with a 
wide range of record sizes and row counts. It is designed to simulate a set of concurrent users in a wholesale supplier 
business and typically places more stress on the host server CPU and memory systems than on the supporting 
storage infrastructure.

The TPC-C workload from HammerDB was configured to represent 100 warehouses and 100 users performing 10,000 
transactions each. This test created a typical OLTP workload consisting mostly of small I/O blocks of 8 KB or less, with a 
mix of 40% write and 60% read.

 Figure 3: HammerDB Console during OLTP Transaction Testing 
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Results: During the OLTP transaction test, the average transaction rate measured by HammerDB was around 2,300,000 
transactions per minute (tpm) while the peak transaction rate was 2,572,500 tpm, as shown in Figure 3 on the previous 
page. During the test, the average throughput of the K2 array was 350-370 MB/s, with write throughput at 140-150 MB/s. 
Average IOPS were about 43,000 and peaking at 51,500 IOPS, while latency remained well below 0.9 s as shown in  
Figure 4 below.

 Figure 4: K2 GUI during OLTP Transaction Testing with HammerDB

OLTP Performance

Challenge: Online Analytic Processing (or OLAP) queries are often plagued by long query and reporting times. 
Individual queries can run for an hour or longer and are often limited by the performance of the storage system holding 
the database. Consolidation of virtualized database servers onto shared hardware can exacerbate these delays due to 
contention between periodic OLAP queries and production database activity. OLAP mainly involves large reads across 
multiple database tables, but in anything other than the very simplest of queries, it also requires extensive write activity 
to create temporary tables for joins and to save the reported results. 

To demonstrate how K2’s low latency and high throughput can address this potential problem, this test simulated a data-
warehouse running an ETL (extract-transform-load) process, specifically the transform and load portions. The test scripts 
populated a single FACT table using the SQL Server bulk operation, inserting rows into a single destination table from 
multiple sources where both the database tables and the source files were stored on a VMFS disk. Array traffic consisted 
of 70% reads and 30% writes.
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Results: During the OLAP test, an average of 760,000 rows per second were inserted, with a throughput of 600-780 MB/s 
and average IOPS of around 2,000. Even under this heavy load, the K2’s latency averaged between 0.6-0.7 ms during 
most of the test period with peaks remaining under 0.8 ms. 

Results: K2 ran the concurrent OLTP and OLAP workloads with IOPS and throughput equal to the sum of the results of 
the prior individual tests. No degradation or congestion were seen during this mixed workload test. Throughput during 
the tests was between 1,700 MB/s to over 3,000 MB/s and IOPS ranged from 100,000 to over 140,000, while latency 
remained under 0.7 ms.

Figure 5: K2 GUI during OLAP Testing 

Mixed OLTP/OLAP Workloads

Challenge: Database servers generate a blended mix of I/O traffic that is particularly challenging for most storage 
systems. To demonstrate the K2’s ability to easily support blended I/O that is typical of concurrent database workloads, 
the OLTP and OLAP workloads described above were run simultaneously.

Figure 6: K2 GUI during Mixed OLTP/OLAP Workloads 
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RDM vs. VMFS Performance Comparison

Challenge: VMware vSphere offers two options for managing virtual machine disk accesses to an All-Flash Array like  
K2 – VMware Virtual Machine File System (VMFS) and virtual Raw Device Mapping (RDM).The selected disk access 
method can be a factor in optimizing application performance on VMware-based database servers. 

VMFS is a distributed file system allowing concurrent access from multiple virtual hosts, optimized for large files like 
databases. RDM is a mapping file in a VMFS volume that acts as a proxy for a raw physical device and provides the 
advantages of direct access to physical storage with the manageability of VMFS. Although VMFS is the preferred choice 
for many enterprise applications including database servers, the raw disk access provided by RDM is needed in some 
cases such as disks shared between clusters of virtual machines. The relative performance of VMFS and RDM is largely 
dependent on a combination of the supporting storage system and the type of disk access being performed, such as 
random vs. sequential or read vs. write. Kaminario’s K2 array supports both of these VMware disk access methods.

To compare the relative performance of VMFS and RDM on K2, the same OLAP and OLTP Query tests described in the 
previous sections were run on the same database, using the same server and storage configuration. One test run was 
performed using all VMFS disks while a second run was done with all disks configured as RDM.

Results: For both workloads, there was no significant difference in average array throughput, IOPS or latency between 
the two disk access methods, as measured by the K2 GUI. Detailed results are shown in Table 1 below. 

K2 Native Compression vs. SQL Server Compression

Challenge: K2’s native global data compression can reduce the need for storage capacity for SQL Server Virtual 
Machine Disks used to store database files. By offloading compression processing from the host CPU to the storage 
array, Kaminario’s K2’s native compression delivers the same best-case capacity savings. Customers can also benefit 
from better performance for some workloads (such as DML queries). If the workload requires compression in SQL Server, 
having both SQL Server and K2 compression will provide the best optimal performance. 

To demonstrate the K2 compression effect on storage savings, CPU and queries’ elapsed time, two types of tests  
were executed:

• OLAP data load test (with 70% reads and 30% writes)

• Running a large report against multiple tables

Table 1: Comparison of RDM and VMFS Performance

Type of Workload/Disk Throughput (MB/s) IOPS Latency (ms)

OLAP on RDM 773 2,776 ~0.68

OLAP on VMFS 768 2,976 ~0.65

OLTP Query on RDM 1,584 148,584 ~0.44

OLTP Query on VMFS 1,606 143,092 ~0.46 
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OLAP Data Load Compression Testing

The OLAP data load test demonstrated the effect of the different compression methods on capacity requirements and 
CPU load. All of the tests were performed on a K2 volume group without data deduplication and using VMware VMFS 
virtual disks. The test measured three different metrics for each compression method: 

• Elapsed time of loading a constant dataset into a database table using SQL Server bulk operation

• SQL Server host CPU utilization during the operation

• Physical capacity usage of the table after loading the dataset

A sequence of six tests was performed with the same database content and SQL Server virtual machine. The first three 
were run with no compression done by the K2 array, while the subsequent three tests were run with the K2’s native 
compression along with either SQL Server’s row or page compression in the last two tests.

Results: The series of tests showed that using K2’s native compression delivers the same capacity savings as the most 
effective compression option provided by SQL Server, but without any increase in host CPU overhead. Combining K2’s 
native compression with SQL Server’s page compression did yield a further 10% reduction in capacity, but doubled the 
length of processing due to the overhead of the SQL Server page compression. The results for all of the tests are shown 
in Table 2 below and Figure 7 on the next page. 

Table 2: SQL Server and K2 Native Compression Methods in OLAP Load Test

Compression Method
DB File Size 

(GB)
Compression  

% / Ratio
Average Host 
CPU Load %

Elapsed Time 
(Minutes)

K2  
Compression

Row  
Compression

Page  
Compression

159.2 None 62% 25

√ 127.4 80% / 1.25:1 66% 28

√ 50.9 32% / 3.15:1 69% 50

√ 50.9 32% / 3.15:1 62% 25

√ √ 48.8 30% / 3.25:1 64% 28

√ √ 35.3 22% / 4.5:1 67% 50
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Figure 7: Comparison of OLAP Load Test Compression Method Results
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Large Report Compression Testing

The large report test ran a report execution joining multiple tables and performing clustered index scan operations. This 
type of activity is common for large SQL Server implementations typical in data warehouses and business intelligence 
systems. The large report test showed the effect of the K2 native compression on the elapsed time of the report creation. 
The same set of six different configurations as in the OLAP data load test was used. The best performance (elapsed time) 
was achieved using both K2 and SQL Server page compression. The full results are shown in Table 3 below. 

Table 3: : SQL Server and K2 Compression Performance in Large Report Test

Compression Method
Elapsed Time (seconds)

K2 Compression Row Compression Page Compression

5.03

√ 3.99

√ 2.20

√ 5.03

√ √ 4.19

√ √ 1.94
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These tests show how the K2 flexibly delivers best-case compression results and/or best-case performance results 
for any workload type. Users can select the best way to configure their environment and leverage the K2 benefits 
that are most suited to their needs. For environments experiencing long data load times and high CPU utilization, it is 
recommended to use only the K2 compression, while environments that require faster report generation would benefit 
from applying both K2 compression and SQL Server page compression. 

Consistent Low Latency Under Load

Challenge: To ensure that storage performance does not decrease as workloads vary and scale up, K2 arrays provide 
consistent low latency even under significant workloads. To demonstrate this, latencies were measured via the K2 GUI at 
different workload levels. Specifically, OLTP query, OLTP transaction and OLAP workloads described at the beginning of 
this section were applied and latency, throughput and peak IOPS were measured using the K2 GUI. 

Results: Details of latencies, throughput and peak IOPS for each of the three tests are listed in table 4 below. 

Impact Of Scaling Out on OLTP and OLAP

Challenge: The Kaminario K2 can be either linearly scaled out to increase performance or scaled up to increase capacity 
or both. To demonstrate the performance impact of scaling out, an additional K-Block with a single SSD shelf was added 
to the base array.

The scale-out test demonstrates the ability of the Kaminario K2 storage array to scale linearly in storage and 
performance. The same OLTP query and OLAP tests described in the earlier tests were performed on this scaled out K2 
array using two SQL Server virtual servers rather than a single one. All of the SQL Server virtual servers were configured 
identically and used VMFS virtual disks to hold the database files.

Results: During the scale-out OLTP query test, throughput averaged at around 2,500 MB/s with peaks over 3,200 MB/s – 
an increase of about 1.8X. IOPS averaged at around 215,000 with peaks over 240,000, an increase of over 1.7X. Latency 
remained below 0.65 ms. Detailed results are shown in Figure 8 on the next page. 

Table 4: Array Throughput, Peak IOPS, and Average Latency During Testing

Test Run Throughput MB/s Peak IOPS Average Latency

OLTP Query 1,500–2,000 ~150,000 < 0.5 ms

OLTP Transaction 800-1,200 ~51,300 < 0.8 ms

OLAP 780 ~3,000 0.6-0.8 ms
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Figure 8: Storage Scale-Out OLTP Query Test Results 

Figure 9: Storage Scale-Out OLAP Test Results

In the scaled out OLAP test, which consisted of 30% writes and 70% reads, the work performed scaled up linearly with 
the doubling of K2 array capacity and SQL Server virtual machines. During the test period of 180 seconds, a total of 276 
million rows were inserted into the two destination tables at a rate of 1.52 million rows per second (in total), showing a full 
2X increase from the prior OLAP test, a completely linear scaling matching the scale-out of the K2 storage. During the 
test, throughput was 1,000 to 1,400 MB/s and IOPS peaked at over 7,000, while latency remained below 1.0 ms.  Detailed 
results are shown in Figure 9 below. 
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Summary 

Virtualizing database servers provides IT groups with easier management and better resource utilization. However, 
combining multiple virtual servers to shared servers can generate a very demanding blend of I/O requests that can 
swamp traditional HDD or hybrid storage. Using an All-Flash Array can meet these demands for performance but only if it 
is also cost-effective, robust and simple to operate. 

This set of tests demonstrates the ability of Kaminario’s fifth-generation All-Flash Array to support complex SQL Server 
workloads including OLTP transactions, OLAP queries and even a concurrent mixture of these workloads with consistent 
high throughput and low latency. K2 is easily managed via a user-friendly GUI and provides robust availability with a 
shared-nothing architecture and highly efficient RAID implementation. In addition, the K2 is uniquely cost-effective, 
with cost averaging at $2 per effective GB after database capacity requirements are reduced by its highly efficient 
native compression. 

For more information please visit www.kaminario.com
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Appendix: Test System Configuration

Hardware Configurations – Arrays, Servers, Connectivity

For all of the performance tests, except the scale-out tests, a K2 array with a single K-Block with 45 TB of available 
storage was configured with different sets of VMware virtual disks, as shown in Figure 10 below. In all cases, an out-of-box 
configuration was used and no tuning was done for any of the specific tests. 

The scaled-out K2 array consisted of two K-Blocks (two K-Nodes and one SSD shelf each) connected via an InfiniBand 
switch, as shown in Figure 11 on the next page.

The ESX host server hardware used was one Dell PowerEdge R810 with 40 1.994 GHz Intel® Xeon® CPU E7-4850 and  
256 GB of memory. 

The ESX host server was connected via eight 8 Gb Fibre Channel connections to the SAN fabric. Each K2 array was 
connected via four 8 Gb Qlogic Fibre Channel HBAs to the SAN fabric. In the scale-out tests, the two K-Block array was 
connected via eight 8 Gb Qlogic Fibre Channel HBAs to the SAN fabric.

Figure 10: Single K-Block K2 Array Configuration Used in Testing
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Software Configurations – Microsoft SQL Server

The configuration of the Microsoft SQL Server 2012 software was as follows: 

1. Maximum server memory: 1500 MB

2. Startup parameters and trace flags:

a. –E - Increases number of extents allocated for each file in a filegroup. 

b. –T1118 - Helps reduce contention across the SQL Server instances by removing almost all single page allocations.

c. –T610 - Controls minimally logged inserts into indexed tables.

VMware Configuration – vSphere Virtual Machines

The virtual machine was created with VMware vSphere ESXi 5.5 software and was configured with eight vCPUs (two 
sockets with four cores for each socket), and 16 GB of memory.

All of the server VMs were running Windows Server 2012 R2 Standard and SQL Server 2012 SP1 Enterprise Edition. 
For the VSS tests, RDM disks were used, while for the AlwaysOn tests, the disks were VMFS. All the disks were 
formatted with a 64K NTFS filesystem, as is typical in SQL Server best practices. The SCSI controllers of these virtual 
disks were configured as VMware Paravirtual SCSI (PVSCSI) adapters. 

Figure 11: Dual K-Block Configuration used in Scale-Out Testing
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About Kaminario

Kaminario, the leading all-flash storage company, is redefining 
the future of modern data centers. Its unique solution enables 
organizations to succeed in today’s on-demand world and prepares 
them to seamlessly handle tomorrow’s innovations. Only Kaminario K2  
delivers the agility, scalability, performance and economics a data 
center requires to deal with today’s cloud-first, dynamic world and 
provide real-time data access -- anywhere, anytime. Hundreds of 
customers rely on the Kaminario K2 all-flash array to power their 
mission critical applications and safeguard their digital ecosystem. 
Headquartered in Needham, MA, Kaminario works with an extensive 
network of resellers and distributors, globally. 

For more information, visit www.kaminario.com 
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